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Abstract

Multimodal LLMs can answer many questions in vision-centric benchmarks without looking at
the image, using linguistic priors and skewed answer distributions. Blind evaluation shows what a
model already answers this way, but not which exploitable non-visual patterns the test set contains.
Extending partial-input auditing (e.g., hypothesis-only baselines in natural language inference),
we argue that benchmark designers should “train on the test set”: probe the artifact they release
for exploitable patterns. Our Test-set Stress-Test (TsT) cross-validates a text-only Qwen2-7B on
the test set’s questions and answer options, yielding a benchmark-level score and a per-question
bias score 𝑠(𝑥); a random forest on hand-crafted features adds a fast, interpretable audit. On the
template-based VSI-Bench and CV-Bench, the held-out score is 17.9 and 13.1 points above the
model’s own zero-shot score. On MMMU it learns little, even though GPT-4o correctly answers
52.3% of its multiple-choice questions without the image, so blind success there reflects pretrained
knowledge rather than learnable patterns in the test set. Iterative Bias Pruning (IBP) removes the
questions with the highest 𝑠(𝑥) and re-diagnoses; on VSI-Bench it widens a fine-tuned model’s
vision-blind gap more than random removal at the same rate. We also release VSI-Bench-Debiased,
which lowers a fine-tuned model’s blind score from 44.7 to 32.0 while its vision score falls only
from 57.1 to 48.7.

Project Page: https://vision-x-nyu.github.io/test-set-training/

1. Introduction

Benchmarks have driven progress in computer vision, from MNIST [28] and ImageNet [14] to COCO [31] and
VQA [4]. As models grew more capable, benchmarks moved from narrow, controlled tasks to open-ended,
real-world evaluation (Fig. 1). Multimodal LLMs (MLLMs) now let us ask anything about an image, but this
flexibility has a cost: we have lost control over what is being measured.

A model can answer a visual question without looking at the image, using linguistic priors and skewed
answer distributions. Language bias was already a concern in the VQA era (Sec. 5); LLMs, as both knowledge
engines and sources of shortcuts, make it pressing again [39]. The usual safeguard is the “blind” test, which
evaluates a multimodal benchmark with vision disabled [4, 9, 19, 39]. It shows what a model can already
answer without looking. It does not show which questions become answerable once a model picks up
non-visual patterns in the test set, for example from similarly generated training data, or how to fix them.

Published as a conference paper at COLM 2026.
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Figure 1 | Visual benchmarks have moved from controlled tasks to open-ended VQA. Asking questions in
language makes benchmarks more expressive, but it also exposes them to non-visual shortcuts: models can
score well by exploiting linguistic patterns without looking at the image.

If a benchmark can be gamed, it will be. We argue that benchmark designers should “train on the test
set”1 to expose exploitable non-visual shortcuts: fit a probe to the test set’s non-visual input and measure
what it learns. As in adversarial filtering [27, 47], benchmark design becomes iterative and adversarial.

The probe audits the data, not a model. Trained on a separate in-distribution split, where one exists, it
finds biases of the process that generated the data. Cross-validated within the released test set, it can also
catch idiosyncratic vulnerabilities of that specific artifact, such as those introduced by finite-sample selection,
question templates, or human filtering.

Our Test-set Stress-Test (TsT) applies 𝑘-fold cross-validation to the test set’s non-visual input and yields a
benchmark-level TsT score and a per-question bias score 𝑠(𝑥). TsT-LLM LoRA-tunes a language model on
question and answer-option text; TsT-RF, a random forest on hand-crafted features, adds a fast, interpretable
audit. Iterative Bias Pruning (IBP) then adapts AFLite’s iterative filtering [27]: it repeatedly removes the
questions with the highest 𝑠(𝑥) and re-diagnoses the rest.

Learnable shortcuts vary widely across benchmarks (Sec. 3). On the template-based VSI-Bench [42] and
CV-Bench [39], a blind Qwen2-7B cross-validated on the test set’s text scores 17.9 and 13.1 points above its
own zero-shot score. On knowledge-intensive MMMU [45] it learns little, even though GPT-4o [24] correctly
answers 52.3% of MMMU’s multiple-choice questions without the image; blind success there points mostly
to pretrained knowledge.

We compare every pruning method with random removal at the same rate, on VSI-Bench and on MMMU,
a non-templated negative control (Sec. 4). On VSI-Bench, a designer-in-the-loop pilot, built with hand-written
per-type filters rather than by IBP, sharply lowers the blind score of a model fine-tuned on in-distribution
data. It also widens the model’s vision-blind gap more than random removal does. Automated per-type IBP,
run within each question type at the same removal rate, widens it less than the pilot but more than random

1The phrasing is deliberately provocative and addressed to benchmark designers. We propose a held-out, pre-release audit of the
benchmark itself, not a recipe for training deployed models on test answers.
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Figure 2 | Blind scores rise with LLM scale on MMMU but not on VSI-Bench. Blind and vision-enabled
scores of LLaVA-OneVision [29] at three LLM sizes. Red arrows give the blind gain over the smallest

model’s blind score (dashed line); blue arrows, the gain from enabling vision. On MMMU, scaling the LLM
adds more than enabling vision does; on VideoMME and CV-Bench, both help; on VSI-Bench, blind scores
stay flat and the gains come from vision. VSI-Bench values are per-task averages from Yang et al. [42].

removal. On MMMU, pruning behaves like random removal.

Our contributions are: (1) a definition of an “exploitable” non-visual shortcut, with the designer deciding
how to respond to flagged questions (Sec. 2); (2) the TsT diagnostic, with its LLM and random forest variants
(Sec. 3); (3) diagnoses of VSI-Bench, CV-Bench, MMMU, and VideoMME, with a GPT-4o blind baseline
(Sec. 3.4); (4) IBP, which adapts AFLite’s iterative filtering [27] to TsT scores, evaluated against random
removal (Sec. 4); and (5) the VSI-Bench pilot, released as VSI-Bench-Debiased (Sec. 4.2).

2. The Challenge: Non-Visual Shortcuts

We define an exploitable non-visual shortcut as any pattern, regardless of origin, that renders visual input
redundant for a task designed to measure visual understanding. Such shortcuts take two forms.

Knowledge-based shortcuts come from what an LLM learned in pretraining [39]: “How tall is the refrigera-
tor?” can be answered from memorized appliance dimensions. On MMMU, blind scores rise with the size of
the LLM backbone, consistent with such shortcuts; on VSI-Bench, they do not (Fig. 2).

Statistical shortcuts come from regularities in a benchmark’s questions and answers that a model can
learn instead of visual reasoning (Fig. 3); they can be strong even where knowledge-based shortcuts are
weak, as on VSI-Bench. Over half of VSI-Bench counting answers are “2”. In CV-Bench depth questions,
books are the closer object in 60 of 64 questions, and a bookcase in none of 42. In VSI-Bench, objects favor
particular positions in appearance-order questions, and room sizes are roughly log-normal.

Training data produced by the same generator carries the same regularities, so models can pick up
these shortcuts without access to the test set. Fine-tuning LLaVA-Video-7B [50] on VSI-Train-10k, 10K
in-distribution questions generated with VSI-Bench’s templates from training scenes (Appendix B), raises
its blind VSI-Bench score by 18.8 points, nearly matching its 20.4-point gain with vision (Tab. 2, original
columns). A benchmark’s exposure to such shortcuts is therefore worth measuring, for the benchmark as a
whole and for each question.

TsT is meant for benchmark designers, before release. A high bias score 𝑠(𝑥) (Sec. 3.1) flags a question
as exploitable; the designer decides whether to diversify the answer distribution, rewrite the question, or
accept the bias.
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(b) Spatial relation (CV-Bench depth)
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Figure 3 | Statistical biases create non-visual shortcuts. (a) Share of counting questions with each gold
count. (b) How often each object is the closer one, for objects in at least 10 questions (dashed line: chance).
(c) How often each object occupies each position of the gold appearance order, partly reflecting questions
that share a video. (d) Room-size distribution, with geometric mean and geometric standard deviation.

3. Diagnosing Non-visual Shortcuts via Test-Set Stress-Testing

Benchmarks can fail in two ways: training failures, where biased training data prevents robust generalization
(e.g., VQA-CP; 3), and evaluation failures, where the test set itself contains exploitable artifacts. TsT targets the
latter. A diagnostic trained on separate in-distribution data finds biases of the data-generating process but
can miss idiosyncratic vulnerabilities of a particular test set (Fig. 4a). We therefore probe the test set itself,
which is also the practical choice: most MLLM benchmarks are released with only an evaluation split.

3.1. The TsT Framework

TsT applies 𝑘-fold cross-validation [21, 37] to the test set: split it into 𝑘 disjoint folds (typically 𝑘 = 5), train
a blind diagnostic on the non-visual content of 𝑘−1 folds, and score the held-out fold (Fig. 4b). After 𝑘

rounds, every question has been scored by a model that never trained on it. Folds are drawn at random over
questions; Tab. 3 and the Limitations section also report folds grouped by scene or image.

For each question, the diagnostic’s score is the probability it assigns to the gold option for multiple-choice
(MC) questions (for TsT-LLM, renormalized over the option letters) and the mean relative accuracy (MRA)
of its generated answer for numerical (NUM) questions. TsT yields two outputs:

1. TsT score: the mean held-out score over all questions, an estimate of the benchmark’s non-visual
solvability. It is a lower bound on what a stronger diagnostic could exploit with the same access. It is also
a designer-side stress test, not ordinary model performance: the diagnostic trains on gold answers from
the other folds, which a model under evaluation never sees.

2. Bias score 𝑠(𝑥): the held-out score of question 𝑥. A high 𝑠(𝑥) flags 𝑥 as likely answerable without visual
input and a candidate for pruning (Sec. 4).
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Figure 4 | TsT probes the test set directly. (a) A diagnostic trained on separate data from the source
distribution (dotted blue) finds only the test-set biases (pink) that its training data shares and can miss those
specific to the test set. (b) The test set is split into 𝑘 folds; a blind diagnostic trains on 𝑘−1 folds and scores
the held-out fold, 𝑘 times over, giving a benchmark-level TsT score and a per-question bias score 𝑠(𝑥).

3.2. LLM-Based TsT Diagnostic

Our primary diagnostic fine-tunes a language model (Qwen2-7B; 41) with LoRA [23] on the question and
answer-option text of the training folds and scores the held-out fold. It needs no feature engineering.
Comparing its TsT score with the same model’s zero-shot (ZS) score separates pretrained knowledge from
what it learns from the test set. ΔTsT is the TsT score minus the ZS score, and Δ𝑠(𝑥) = 𝑠(𝑥) − 𝑠ZS (𝑥) is its
per-question counterpart. Ranking by 𝑠(𝑥) also surfaces questions answerable from pretrained knowledge;
ranking by Δ𝑠(𝑥) targets what is learnable from the test set itself. The full 𝑘=5 procedure takes about 36
minutes for VSI-Bench (5,130 questions) and 14 minutes for MMMU on one H200 GPU (Appendix C.1).

3.3. RF-Based TsT Diagnostic

TsT-RF, a secondary diagnostic for template-based benchmarks, is a random forest [7] on hand-crafted
non-visual features such as question structure, answer properties, and task-specific statistics (Appendix C.2).
Its benchmark-level MC score is top-1 accuracy; it has no zero-shot counterpart, so it ranks questions by
𝑠(𝑥). TsT-RF trades generality for interpretability and efficiency: it trains in seconds on a CPU, and its feature
importances show which cues drive it. On VSI-Bench object size estimation, the object category’s mean log
size alone has Gini importance 0.968: categories such as dishwashers barely vary in size, so designers can
drop their questions or sample more varied instances (Appendix E). Most of its features are label-conditioned:
statistics of gold answers in the training folds, such as a category’s mean size; none of those we use is keyed
on the held-out question’s own answer. Its inputs, not only its targets, carry gold-answer information that a
model under evaluation never sees (Appendix C.2), so we treat TsT-RF scores as designer-side audit statistics,
not as blind-model performance.

3.4. Empirical Validation: Shortcut Susceptibility Varies Across Benchmarks

TsT-LLM Results. Tab. 1 compares a blind Qwen2-7B’s ZS score with its TsT score on VSI-Bench, CV-
Bench, VideoMME [17], and MMMU, with one configuration for every benchmark (Appendix C.1). On the
template-based VSI-Bench and CV-Bench, TsT-LLM gains 17.9 and 13.1 points over zero-shot, so much of
each benchmark can be answered by learning patterns in its non-visual text alone. VideoMME gains little
(+4.1). On the knowledge-intensive, non-templated MMMU, fine-tuning changes the score little (ΔTsT = −0.7
by gold-option probability; +5.4 by top-1 accuracy, about the gain on MMStar below). GPT-4o [24], however,
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Table 1 | Learnable non-visual shortcuts are large on template-based benchmarks and small elsewhere.
A blind Qwen2-7B is scored zero-shot (ZS) and after 𝑘-fold LoRA fine-tuning on the other folds of the test
set (TsT), with the same rule (Appendix C.1): mean gold-option probability for MC and MRA for NUM
questions, averaged over questions; VSI-Bench (MC+NUM) weights the two formats by question count. ΔTsT
is TsT minus ZS, computed from unrounded scores. GPT-4o blind top-1 accuracy is shown for context and is
not directly comparable with the Qwen columns.

Qwen2-7B, blind

Benchmark ZS TsT ΔTsT

GPT-4o, blind
top-1 acc.

CV-Bench 47.3 60.3 +13.1∗ 44.8
VSI-Bench (MC) 25.5 39.1 +13.6 34.0
VSI-Bench (NUM) 24.0 46.0 +21.9 –
VSI-Bench (MC+NUM) 24.7 42.7 +17.9 –

VideoMME 29.2 33.4 +4.1 46.6
MMMU (val, MC) 34.2 33.6 −0.7 52.3

MMStar (control) 24.2 29.5 +5.4 –
∗Scoring zero-shot non-answers as wrong gives +18.4 (Appendix C.1).

correctly answers 52.3% of its MC questions without the image.2 Blind success on MMMU therefore points
mostly to pretrained knowledge, not to learnable patterns in the test set.

Vision-indispensable control. On MMStar [9], curated to require vision, Qwen2-7B’s blind zero-shot score
(24.2) is close to the 25% uniform baseline and to its score on VSI-Bench’s MC questions (25.5). Yet TsT
adds only 5.4 points on MMStar, against 13.6 on VSI-Bench’s MC questions. TsT reports no large learnable
shortcuts where few are expected, and separates two benchmarks that a blind zero-shot test scores alike.

TsT-RF Results. TsT-RF reaches 43.0% on VSI-Bench, against its 34.0% per-task frequency baseline, and 56.1%
on CV-Bench, against 41.8% uniform chance (Tab. 3, which also reports grouped folds). At the benchmark
level it points the same way as TsT-LLM.

4. Mitigating Non-Visual Shortcuts Guided by TsT Insights

We evaluate pruning by its effect on an MLLM’s blind score and on its vision-blind gap, its score with vision
minus its score without. We compare every pruning method with random removal at the same rate.

4.1. Iterative Bias Pruning (IBP)

IBP removes the questions with the highest 𝑠(𝑥) in batches and re-diagnoses the rest after each batch
(Algorithm 1), following AFLite [27], whose ablation found iterative filtering more effective than a single
pass. We re-diagnose since removing questions changes which of the remaining ones are predictable and
can create new artifacts [20]. A removal budget 𝐵 trades bias reduction against coverage, the batch size 𝑏

sets how often to re-diagnose, and a threshold 𝜏 on the largest remaining score stops the procedure early.
Algorithm 1 accepts any per-question score (Appendix D.1); our IBP runs rank by TsT-RF 𝑠(𝑥) on VSI-Bench
(Tab. 10) and by TsT-LLM Δ𝑠(𝑥) on MMMU (Tab. 6).

4.2. Pruning VSI-Bench

VSI-Bench-Debiased is a designer-in-the-loop pilot, not the output of Algorithm 1. Hand-written filters for
each question type remove 2,768 of 5,130 questions (54.0%). They use only answer statistics, such as how

2GPT-4o (gpt-4o-2024-08-06, temperature 0, at most 10 output tokens, letter-labeled options) is scored by top-1 accuracy on MC
questions (all 2,490 on VSI-Bench; 847 on MMMU); responses with no parseable option, mostly refusals, count as incorrect.
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Algorithm 1: Iterative Bias Pruning (IBP)
Input: Dataset D; bias-diagnosis function ComputeSampleBiasScores(·); removal budget 𝐵; batch

size 𝑏; early-stopping threshold 𝜏

Output: Debiased dataset D ′
𝑅← 0 ; // samples removed so far
while 𝑅 < 𝐵 do
{ 𝑠𝑖}𝑥𝑖∈D ← ComputeSampleBiasScores(D) ; // re-diagnose
if max𝑖 𝑠𝑖 ≤ 𝜏 then

break ; // early stop: all biases below threshold
𝑚← min

(
𝑏, 𝐵 − 𝑅

)
;

I ← SelectBatch
(
{ 𝑠𝑖}𝑥𝑖∈D ,𝑚,D

)
; // select batch for removal

D ← D \I;
𝑅← 𝑅 + |I|;

return D ′← D

Table 2 | VSI-Bench-Debiased (designer-in-the-loop pilot). LLaVA-Video-7B scores (MC accuracy and
NUM MRA, averaged over questions) with vision (Vis.) and without (Blind), before and after fine-tuning on
VSI-Train-10k; Gap is Vis. minus Blind. On the original set, fine-tuning raises vision and blind scores almost
equally (+20.4 vs. +18.8); on the debiased set it raises vision much more than blind (+17.4 vs. +11.7), so more
of the gain there requires vision.

VSI-Bench (Original) VSI-Bench-Debiased

Model Vis. Blind Gap Vis. Blind Gap

LLaVA-Video-7B (base) 36.7 25.9 10.8 31.3 20.3 11.0
+ VSI-Train-10k FT 57.1 44.7 12.4 48.7 32.0 16.7
Gain from FT +20.4 +18.8 +1.6 +17.4 +11.7 +5.7

close an object’s size is to its category mean, the cue that dominates TsT-RF on object size (Sec. 3.3), or how
often an option or object pair is the answer.

The pilot preferentially removes blind-exploitable questions, so the drop in blind score is the primary
signal. For LLaVA-Video-7B fine-tuned on VSI-Train-10k, the blind score falls from 44.7 to 32.0, while the
vision score falls less, from 57.1 to 48.7 (Tab. 2). The vision-blind gap thus widens from 12.4 to 16.7, whereas
removing 54% of questions at random leaves it at 12.4 on average (Tab. 8). For Cambrian-S [43], a video
MLLM for spatial reasoning, the pilot widens the gap from 19.2 to 26.0, against 19.4 for random removal.
The widening therefore depends on which questions are removed. Its size varies by model: it is large only
for these two, which have the highest original blind scores (Tab. 9), so we treat it as secondary.

Automated per-type IBP on TsT-RF scores widens the gap less than the pilot but more than random
removal (Tab. 10). It runs within each question type, with uniform per-type budgets (the same fraction from
every type) or the pilot’s per-type budgets (its removal count for each type). At the pilot’s 54% removal rate,
per-type IBP reaches gaps of 14.1 to 14.7 across the two budget schemes, against 12.2 to 12.4 for random
removal of the same number of questions, and 16.7 for the pilot. Per-format IBP, which ranks MC and NUM
questions separately, removes 19.5% of questions at 𝐵=1000 and leaves the gap at 12.4, close to random
removal at that rate (12.2).

VSI-Bench-Debiased keeps only 2,362 questions and changes the question-type mix: it removes 85.7%
of medium but only 2.3% of easy relative-direction questions (Tab. 7). We therefore release it as a separate
evaluation artifact, not a drop-in replacement for VSI-Bench.
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4.3. Pruning MMMU

We apply IBP with TsT-LLM to the 900-question MMMU validation set [45] as a negative control, since TsT
finds few learnable shortcuts there (Sec. 3.4). Ranking its 847 MC questions by Δ𝑠(𝑥), we remove 100 (11.1%
of the set) and keep all 53 open-ended questions, which TsT-LLM does not score.

On the remaining 800 questions, LLaVA-OneVision-7B’s gap moves only from 6.7 to 7.5, inside the
range of 1,000 matched random removals (4.62 to 8.75; Tab. 6). The removed questions are mostly general-
knowledge questions, consistent with MMMU’s near-zero ΔTsT. The control is weak, however: the same
model’s gap also barely changes on VSI-Bench-Debiased (−0.5; Tab. 9).

5. Related Work

Partial-input and blind tests. Scoring a benchmark from part of its input is a long-standing check. VQA
reported question-only baselines [4], VQA v2 was compared against a language-only model [19], and on
multiple-choice Visual7W, models given only the question and candidate answers were competitive with
models that also saw the image [25]. In NLI, hypothesis-only classifiers predict the label well above the
majority class [20, 34]. For MLLMs, the same check is the “blind” test, which MMStar and Cambrian-1 ran
across many benchmarks [9, 39]. Related diagnostics score per-question modality importance [33], reliance
on local versus global image content [2], and unimodal bias [10]. TsT is also a partial-input probe, with the
image as the omitted input, but it measures something different. A blind test asks what a prompted model
answers without the image; TsT asks how much more a text-only model answers after training on the other
folds of the same test set. The two can disagree: blind zero-shot scores on VSI-Bench’s MC questions and on
MMStar, which was already filtered with blind LLMs, are similar, but their TsT gains differ widely (Sec. 3.4).

Filtering benchmark items. These probes have also been used to revise benchmarks. Gururangan et al.
[20] used a hypothesis-only classifier, trained on the training split, to split NLI test sets into Easy and Hard
subsets. MLLM benchmarks use the blind test itself as a filter. MMStar excluded candidates that LLMs
answered correctly without the image, then chose its final set by manual review [9]; MMMU-Pro begins
by removing MMMU questions that text-only LLMs answer correctly [46]. Adversarial filtering in SWAG
and HellaSwag replaces machine-generated distractors that discriminators reject easily [47, 48]. AFLite [27],
used to build WinoGrande [36], instead removes items: it repeatedly drops those that classifiers trained
on other partitions predict most reliably, and compares the result with size-matched random subsets. IBP
(Algorithm 1) follows AFLite’s loop and its random-removal control. Partial-input probes, cross-validated
per-item scores, and iterative filtering all predate this work; what differs is the probe. AFLite’s classifiers
usually see the full input, whereas ours sees only the non-visual input and is fit within the released test set.
TsT-LLM also subtracts the same model’s zero-shot score, so ΔTsT separates what a pretrained model already
knows from what it learns from the test set.

Debiasing VQA. Some VQA work changed the evaluation data. VQA v2 pairs questions with comple-
mentary images that lead to different answers [19], and VQA-CP re-splits VQA so that answer priors differ
between training and test [3]. Later work mines counterexample subsets [13] or synthesizes evaluation data
to remove answer-option biases [40]. Most work instead takes the benchmark as given and changes the
model. Approaches include grounded architectures [3], adversarial regularization against a question-only
branch [35], re-weighting examples that a question-only branch answers [8, 30], counterfactual inference or
training [1, 32], and generative bias models [11]. Belinkov et al. [6] remove hypothesis-only bias from NLI
models with adversarial training. TsT is dataset-side work. Its probe resembles these question-only branches,
but it is fit on the released test set, and its scores revise the benchmark rather than train a less biased model.

Robust benchmarks and shortcut learning. Winoground [38], Vinoground [49], and the Hateful Memes
Challenge [26] were designed from the start to resist shortcuts, and a broader literature studies why models
prefer available but non-causal features [15, 18, 22]. Visual shortcuts matter too; we focus on non-visual ones
because they violate the stated intent of a vision-centric benchmark.
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Limitations

Fold construction. Folds split questions, not the scenes or images behind them, so random folds also credit
regularities shared by questions about one scene. Grouping VSI-Bench folds by scene lowers TsT-RF from
43.0 to 38.8 (Tab. 3), mostly in appearance order; object-size and counting priors remain; the TsT-LLM gain
changes little (17.9 to 17.0 points). Designers should report both random- and grouped-fold scores.

Remaining shortcuts. VSI-Bench-Debiased reduces non-visual shortcuts without removing them, and
pruning can create new answer priors. We did not re-run TsT on the pruned set; any refined version should
be re-diagnosed with grouped folds before release.

Null results. A small ΔTsT, as on MMMU, is only a lower bound on learnable non-visual signal. A stronger
diagnostic may find more, and no partial-input probe detects artifacts involving the omitted image [16].

Dependence on the diagnostic. TsT scores depend on the diagnostic’s configuration: on CV-Bench, the
scoring rule and rerun variation each move ΔTsT by several points (Appendix C.1). TsT-LLM and TsT-RF
select largely different questions for removal (Tab. 12), and rankings change substantially across base models
(Appendix D.5). TsT-RF needs hand-crafted features for each benchmark, and we have not reviewed flagged
questions systematically; Appendix E shows examples.

6. Conclusion

Models can score well on multimodal benchmarks without using the image, so benchmark scores can
overstate visual understanding. We argue that benchmark designers should “train on the test set” before
release. TsT cross-validates a blind model on the test set’s text, yielding a benchmark-level TsT score and
a per-question bias score 𝑠(𝑥). Learnable shortcuts vary widely. On the template-based VSI-Bench and
CV-Bench, TsT-LLM lifts a blind Qwen2-7B 17.9 and 13.1 points above its zero-shot score; on knowledge-
intensive MMMU it learns little, although GPT-4o correctly answers 52.3% of MMMU’s multiple-choice
questions without the image. On VSI-Bench, our designer-in-the-loop pilot, released as VSI-Bench-Debiased,
lowers a fine-tuned model’s blind score from 44.7 to 32.0 and widens its vision-blind gap more than random
removal at the same rate. Automated per-type IBP widens it less, though still more than random removal.
On MMMU, pruning by Δ𝑠(𝑥) behaves like random removal.

Open directions include other modalities, open-ended answers, transfer across diagnostics, and rewriting
questions or rebalancing answers instead of removing them. We release VSI-Bench-Debiased on the project
page and our code at https://github.com/vision-x-nyu/test-set-training. Test-set stress-
testing should become a standard step in multimodal benchmark design.
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Appendix

This appendix gives the LLM-use disclosure (§A), VSI-Train-10k generation (§B), TsT diagnostic details (§C),
debiasing details (§D), and the TsT-RF interpretability case study (§E).

A. LLM Disclosure

LLMs were used for drafting and editing assistance, bibliographic and consistency checks, coding assistance,
and data visualization in preparing this manuscript. The authors directed the work, verified the reported
claims, citations, and numerical results against the sources, and take responsibility for the final text. Research
ideas, experimental design, data generation, and evaluation were done and validated by the authors.

B. VSI-Train-10k Generation

VSI-Train-10k is the in-distribution training set used to fine-tune LLaVA-Video-7B in Tab. 2. We build it
with the VSI-Bench curation pipeline [42, 43], applied to the training splits of ScanNet [12], ScanNet++ [44],
and ARKitScenes [5]. We extract object counts, bounding boxes, and room sizes, generate questions with
VSI-Bench’s templates for its seven rule-based question types (all but route planning), and randomly sample
10K questions, with at most 20 per question type per scene.

C. TsT Diagnostic Details

C.1. TsT-LLM Implementation Details

Every TsT-LLM result in Tab. 1 uses Qwen2-7B-Instruct [41] (revision f2826a0; datasets VSI-Bench d7cb1a3,
CV-Bench bc284db, VideoMME ead1408) with one configuration. Cross-validation: 𝑘=5, seed 42, one
repeat. LoRA [23]: rank 𝑟=8, 𝛼=16, dropout 0.1, all-module targets. Training: one epoch per fold, train and
evaluation batch size 4, gradient accumulation 1, learning rate 2 × 10−4 with cosine decay and 0.1 warmup,
FP16, maximum sequence length 1024, a 10% validation split of the training folds, and the gemma training
template. Inference: raw prompts (no chat template), temperature 0, top-𝑝 1, at most 10 new tokens, and
top-100 log probabilities.

Each question is scored only in its held-out fold: an MC question by the gold option’s probability, a NUM
question by the MRA of its generated answer. If the gold letter is not among the top-100 log probabilities, we
parse the generated answer instead; an answer with no parseable option receives a random option. This
fallback does not fire after fine-tuning and has little effect on VSI-Bench and VideoMME. On CV-Bench,
however, many zero-shot answers begin with a word rather than an option letter and so receive chance
credit. Scoring them as wrong would give a CV-Bench ΔTsT of about +18.4 rather than +13.1; we report the
smaller value, since the larger one would credit TsT for learning the answer format.

LoRA training on GPUs is not bit-reproducible. Reruns of this configuration give VSI-Bench (MC+NUM)
scores of 42.6–42.8 (ΔTsT≈18); the CV-Bench gain varies more across reruns and fold assignments, from about
13 to 18 points.

We also ran a separate chat-formatted configuration (𝑟=32, 𝛼=64, two epochs, batch 32, learning rate
5 × 10−5, cosine decay, 0.1 warmup, and the qwen chat template). Its Δ𝑠(𝑥) rankings agree with a matched
𝑟=128, 𝛼=256, three-epoch run of the same setup (Spearman correlation 0.87; 70.9% top-1,000 overlap).

C.2. TsT-RF Features

TsT-RF (Sec. 3.3) uses non-visual features tailored to each benchmark’s question templates. They fall into
four groups: (1) entities and relations parsed from the question text, such as object categories, distances,
and directions; (2) answer-space properties, such as answer format and option count; (3) question-type and
object metadata; and (4) task-specific frequency and distributional statistics fit on the training folds, such as
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the average size of an object category for size estimation. For VSI-Bench, regular expressions parse these
features from the question text. On CV-Bench, the forest is trained to predict which option is correct. Tables 4
and 5 list representative features for each question type; the implementation also derives closely related
frequency and ratio features.

The reported implementation uses scikit-learn forests with no maximum depth: 100 trees for classifiers
and 200 for regressors; rankings barely change across forests of 200 to 2,000 trees and depth 10, 20, or
unlimited (Appendix D.5).

Avoiding label leakage in TsT-RF features. A TsT-RF feature must be computable without the evaluated
question’s own answer. Statistics fit on the training folds, such as how often an object is the answer to a
question type, meet this requirement; a lookup keyed on the held-out question’s gold answer does not,
because it encodes the label. The features marked ‡ in Tabs. 4 and 5 are such lookups and are excluded from
every TsT-RF score and automated selection we report. A simple check is label invariance: permuting the
labels of the held-out fold must leave all of its feature values unchanged.

C.3. TsT-RF Results

Table 3 gives TsT-RF scores with random and grouped folds.

Table 3 | TsT-RF cross-validation scores. Features are label-conditioned (Sec. 3.3), so these are designer-side
audit statistics. Baselines are for scale: uniform chance over each question’s options, averaged over questions,
and VSI-Bench’s per-task frequency baseline [42]. Scores are averaged over questions (MC accuracy, plus
NUM MRA for VSI-Bench). Grouped folds keep all questions about one scene (VSI-Bench) or image (CV-
Bench) in the same fold. Features marked ‡ in Tabs. 4 and 5 are excluded. Dataset revisions: CV-Bench
bc284db, VSI-Bench bc96b17.

TsT-RF CV score

Benchmark Uniform chance Frequency baseline Random folds Grouped folds

CV-Bench 41.8 – 56.1 55.7
VSI-Bench – 34.0 43.0 38.8

D. Debiasing Details

D.1. IBP Details

In Algorithm 1, SelectBatch(·) can remove the highest-scoring questions directly or balance categorical
groups, always ranking by the chosen per-question score (𝑠(𝑥) or Δ𝑠(𝑥)).

D.2. MMMU Negative-Control Results

Tab. 6 gives the counts and scores behind Sec. 4.3.

D.3. VSI-Bench-Debiased

VSI-Bench-Debiased uses hand-written per-type filters and hand-set budgets. All ten types remain, but
removal rates range from 2.3% (easy relative direction) to 85.7% (medium relative direction; Tab. 7). The
resulting shift in question-type mix is a limitation of the pilot and motivates an automated successor.

The pilot widens the gap more than random removal at the same rate (Tab. 8). Across seven models
(Tab. 9), it widens most for Cambrian-S and the fine-tuned LLaVA-Video, the two with the highest original
blind scores. It also widens for InternVL3-9B (11.1 to 13.2), whose language model is not from the Qwen
family, so the widening is not limited to Qwen-based models. The gap barely moves for models with the
lowest original blind scores.
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Table 4 | Representative VSI-Bench TsT-RF features by question type. Features come from the question
text and, for MC questions, the answer options; none uses visual input. ‡Keyed on the held-out question’s
gold answer; excluded from all reported TsT-RF scores and automated selections.

Task Format Feature Type Feature Name Description

Object
Counting

NUM

Categorical object Object category

Numerical

obj_count Count of this object
obj_val_log_mean Mean of log gold values
obj_val_log_std Std dev of log gold values
global_mean_log Global mean (log space)
global_std_log Global std dev (log space)

Object Size
Estimation

NUM

Categorical object Object category

Numerical

obj_count Count of this object
obj_val_log_mean Mean of log gold sizes
obj_val_log_std Std dev of log gold sizes
obj_freq_score Min-max scaled object count
obj_val_log_ratio One minus scaled std/mean of log sizes

Object Abs.
Distance

NUM

Categorical object_pair Sorted pair of objects

Numerical
pair_count Count of this pair
pair_val_mean_log Mean of log distances
pair_val_std_log Std dev of log distances

Room Size
Estimation NUM Numerical global_mean_log Global mean (log space)

global_std_log Global std dev (log space)

Object Rel.
Distance

MC

Categorical target_object Category of target object
object_{i} Object category of option 𝑖, ∀𝑖 ∈ [4]

Numerical

opt_{i}_obj_freq Frequency of option 𝑖’s object being correct
opt_{i}_pair_freq‡ Frequency of the (target, gold object) pair being correct
opt_{i}_ord_pair_freq‡ Ordered-pair version of the above
max_opt_obj_freq Max option frequency
max_opt_pair_freq‡ Max of the pair frequencies
max_opt_ord_pair_freq‡ Max of the ordered-pair frequencies

Object Rel.
Direction

MC Categorical

difficulty Subtype (easy/med/hard)
positioning_object Object the viewer stands by
orienting_object Object the viewer faces
querying_object Query target object

Numerical obj_freq_score Combined frequency of all 3 objects being in a question

Route
Planning MC

Categorical

beginning_object Starting position object
facing_object Initial orientation object
target_object Destination object
opt_{i} Route string option 𝑖

Numerical

num_steps Number of steps per route option (equal across options)
num_choices Number of MC options
opt_{i}_freq_score Route option 𝑖 frequency
obj_freq_score Combined frequency of all 3 objects being in a question

Appearance
Order

MC

Categorical opt_seq_{i} Object sequence for option 𝑖: [𝑜𝑖1, 𝑜𝑖2, . . . , 𝑜𝑖𝑛 ]

Numerical

seq_{i}_pos_score Sum of frequencies of object 𝑜𝑖
𝑗

appearing in position 𝑗 in
a gold sequence, ∀ 𝑗 ∈ [𝑛]

seq_{i}_adj_pair_score Sum of frequencies of adjacent pairs 𝑜𝑖
𝑗
, 𝑜𝑖

𝑗+1 in a gold
sequence, ∀ 𝑗 ∈ [𝑛 − 1]

seq_{i}_comb_pair_score Sum of frequencies of all combinatorial pairs 𝑜𝑖
𝑗
, 𝑜𝑖

𝑘
in a

gold sequence, ∀ 𝑗, 𝑘 ∈ [𝑛], 𝑗 < 𝑘
seq_{i}_score Average of the above three scores for option 𝑖
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Table 5 | Representative CV-Bench TsT-RF features by question type. All tasks are MC; no feature uses
visual input. ‡Keyed on the held-out question’s gold answer; excluded from all reported TsT-RF scores.

Task Feature Type Feature Name Description

2D
Count

Categorical object Object category

Numerical

n_options Number of MC choices
obj_count Count of this object
obj_val_log_mean Mean of log gold values
obj_val_log_std Std dev of log gold values
global_mean_log Global mean (log space)
global_std_log Global std dev (log space)
opt_{i}_dist_from_obj_mean Log-space distance of option 𝑖 from the object’s mean count
opt_{i}_dist_from_global_mean Log-space distance of option 𝑖 from the global mean count

2D Spatial
Relation

Categorical object_{i} Category of object 𝑖, ∀𝑖 ∈ [2]

Numerical

n_options Number of MC choices
pair_freq_score Frequency of object pair in questions
pair_answer_freq_score‡ Training-fold frequency of the gold answer for this pair
is_majority_answer‡ Whether the gold answer is the training-fold majority
question_length Question character length
contains_{dir} Contains spatial keyword dir, for dir ∈ {left, right,

above, below, front, behind}
spatial_keyword_count Total spatial direction keywords

3D Depth

Categorical object_{i} Category of object 𝑖, ∀𝑖 ∈ [2]

Numerical
n_options Number of MC choices
pair_freq_score Frequency of object pair in questions
pair_answer_freq_score‡ Training-fold frequency of the gold answer for this pair

3D Distance

Categorical object_{i} Category of object 𝑖, ∀𝑖 ∈ [2]

Numerical
n_options Number of MC choices
pair_freq_score Frequency of object pair in questions
pair_answer_freq_score‡ Training-fold frequency of the gold answer for this pair

Table 6 | Pruning MMMU by Δ𝑠(𝑥) behaves like random removal. LLaVA-OneVision-7B accuracy averaged
over questions; gaps use unrounded scores.

Subset 𝑛 Vis. Blind Gap

Original 900 49.4 42.8 6.7
Δ𝑠(𝑥)-ranked removal 800 47.9 40.4 7.5
Random removal 800 – – 6.69 ± 0.58
Random removal: mean ± s.d. over 1,000 seeds; range 4.62 to 8.75.

Table 7 | VSI-Bench-Debiased removes questions unevenly across types.

Question Type Format Original Removed Removed (%) Kept

Object size NUM 953 600 63.0 353
Absolute distance NUM 834 400 48.0 434
Relative distance MC 710 400 56.3 310
Appearance order MC 618 300 48.5 318
Object counting NUM 565 314 55.6 251
Relative direction (med.) MC 378 324 85.7 54
Relative direction (hard) MC 373 257 68.9 116
Relative direction (easy) MC 217 5 2.3 212
Room size NUM 288 88 30.6 200
Route planning MC 194 80 41.2 114

Total 5,130 2,768 54.0 2,362
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Table 8 | Random removal at the pilot’s rate barely changes the gap. Gap on the full set, on the debiased set,
and after randomly removing 54% of questions (mean ± s.d. over 10 seeds).

Model Full gap Pilot Random

LLaVA-Video-7B + FT 12.4 16.7 12.4 ± 0.6
Cambrian-S 19.2 26.0 19.4 ± 0.8

Table 9 | The gap widens most for Cambrian-S and the fine-tuned LLaVA-Video-7B. V and B are vision and
blind scores (MC accuracy and NUM MRA averaged over questions; NUM answers normalized for number
words and units), sorted by original blind score. Gaps use unrounded scores. Cambrian-S is a pre-release
checkpoint; base LLaVA-Video-7B comes from a separate evaluation, so its scores differ slightly from Tab. 2.

Original Debiased

Model LLM backbone V B Gap V B Gap Δ gap

Cambrian-S Qwen2.5 66.1 46.9 19.2 58.3 32.3 26.0 +6.8
LLaVA-Video-7B + FT Qwen2 57.1 44.7 12.4 48.7 32.0 16.7 +4.3
InternVL3-9B InternLM3 43.6 32.5 11.1 41.5 28.2 13.2 +2.2
InternVL2.5-26B InternLM2.5 45.3 32.5 12.8 38.4 25.1 13.3 +0.5
InternVL2.5-8B InternLM2.5 44.0 31.6 12.4 37.5 24.2 13.3 +0.9
LLaVA-OneVision-7B Qwen2 35.9 27.0 9.0 29.6 21.2 8.5 −0.5
LLaVA-Video-7B Qwen2 37.0 25.9 11.2 31.9 20.2 11.6 +0.5

D.4. Automated IBP on VSI-Bench

Per-format IBP ranks MC and NUM questions separately because their score scales differ; the per-type
variants are defined in Sec. 4.2. Table 10 gives the resulting gaps.

Table 10 | Automated per-type IBP widens the gap less than the pilot, and per-format IBP leaves it
unchanged. Gap of LLaVA-Video-7B fine-tuned on VSI-Train-10k, averaged over questions. Random
removal at the same rates: 12.2 (per-format), 12.2 (per-type, uniform), 12.4 (per-type, pilot budgets).

Selection Removed (%) Kept Gap

Original 0.0 5,130 12.4
Per-format, 𝐵=1000 19.5 4,130 12.4
Per-type, uniform 54.0 2,360 14.1
Per-type, pilot budgets (seeds 1, 42) 54.0 2,362 14.5, 14.7
Pilot 54.0 2,362 16.7

For per-format IBP, mean 𝑠(𝑥) falls steadily for MC and NUM as the budget grows (Tab. 11), although at
𝐵=1000 the gap does not move (Tab. 10). We use 𝐵=1000 to balance bias reduction against coverage.

D.5. Diagnostic Dependence

TsT-LLM and TsT-RF remove largely different questions (Tab. 12): their removed sets have Jaccard 0.060 (68
shared of 1,132 in the union). Part of the difference may come from their ranking scores, Δ𝑠(𝑥) for TsT-LLM
and 𝑠(𝑥) for TsT-RF.

Replacing Qwen2-7B with LLaMA-3-8B in TsT-LLM (same folds and seed, native chat templates, no
room-size questions) gives Δ𝑠(𝑥) rankings with Spearman 0.58 and 59.7% top-1,000 overlap. Within TsT-RF,
forests of 200 to 2,000 trees and depth 10, 20, or unlimited give pairwise Spearman at least 0.990 and top-1,000
Jaccard at least 0.873. Rankings thus change substantially across base models but little across forest settings;
there is no single correct pruned set.
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Table 11 |Mean 𝑠(𝑥) falls steadily as the per-format IBP budget grows. Mean TsT-RF 𝑠(𝑥) after pruning.

Mean 𝑠(𝑥)
𝐵 Removed (%) MC NUM

200 3.9 0.337 0.421
500 9.7 0.308 0.385

1,000 19.5 0.270 0.329
1,500 29.2 0.246 0.270
2,000 39.0 0.219 0.210
2,500 48.7 0.200 0.138

Table 12 | TsT-LLM and TsT-RF remove most question types at very different rates. Removal rates (%) by
question type. Budgets are 200 for TsT-LLM and 1,000 for TsT-RF. At a matched budget of 200, Jaccard is
0.050.

Question type TsT-LLM TsT-RF

Appearance order 15.5 40.1
Object counting 15.9 15.2
Object size 0.4 31.2
Absolute distance 0.2 12.2

E. TsT-RF Interpretability Analysis

We illustrate TsT-RF on VSI-Bench’s object-size questions (object_size_estimation). Feature impor-
tances explain TsT-RF; they are not a faithful explanation of how an MLLM answers.

Setup. The question template is “What is the length of the longest dimension (length, width, or height) of
the {object}, measured in centimeters?” Each question gets six features: the object category and five statistics
of that category computed on the training folds only (obj_count, obj_freq_score, obj_val_log_mean,
obj_val_log_std, obj_val_log_ratio).

Results. With 5-fold cross-validation, TsT-RF reaches 61.4% MRA, well above VSI-Bench’s 29.9% frequency
baseline for this task [42]. Gini importance concentrates on one feature, obj_val_log_mean (the category’s
mean log size), at 0.968; the other five together contribute less than 0.04. The forest thus mostly predicts each
category’s typical size.

Root Cause. Categories with very low size variation, such as dishwashers, beds, and washers, can be
answered from category statistics alone; high-variation categories such as ceiling lights and radiators are
much harder to predict this way (Tab. 13).

Implication for Benchmark Design. To close this shortcut, designers can remove questions about low-
variance categories or sample instances so that sizes vary within each category.
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Table 13 | Categories with near-constant sizes are easy to exploit. Size statistics for selected categories. CV
is the coefficient of variation (standard deviation over mean).

Object Mean (cm) Std Dev (cm) CV

Low-variance objects (easily exploitable)

Dishwasher 90.4 3.4 0.037
Bed 216.1 17.2 0.080
Washer 87.1 5.0 0.058
Kettle 23.8 1.5 0.062
Mouse 11.6 1.1 0.091

High-variance objects (harder to exploit)

Ceiling Light 71.8 55.8 0.778
Radiator 146.3 110.4 0.755
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